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About Eaton

● Power management company with operational headquarters in Ohio 
● Has about 97,000 employees and operates in 175 countries 
● Building energy-efficient products and services that help customers manage 

electrical, hydraulic and mechanical power 
● Focus on Reliability, Efficiency, Safety and Sustainability
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Source: https://www.eaton.com/

https://www.eaton.com/


Project Background

● Key customer - GFSS  
● 50000 vendors each with 

different formats of invoices 

● 2500 invoices processed per day 

manually at one of GFSS Center



Problem Statement

Manually indexing to retrieve certain fields is - 

● Repetitive  
● Time-consuming task 
● Error prone



Sample Invoices



Vision

● To build an AI based automation that can interpret and extract various data fields 
from varyingly formatted supplier invoices, reducing manual indexing work and 
possible manual errors.



Current Scope

● Parsing digital invoices, including scanned/ searchable text PDF’s 
● Retrieving the 14 mandatory fields 
● Parsing invoices in English Language



Business Impact



Approaches Considered
Cloud Based Services 

● Amazon AWS (Textract) 
● Microsoft Azure (Form Recognition) 
● Google DocAI 

Python Library Based Services 

● Google Tesseract 
● Pdf2text 
● Other openCV based libraries 

 



Input Data  
(PDF format Invoice)  

Project Pipeline

Upload to S3 bucket 
& Develop solution in  
AWS SageMaker

1.Google DocumentAI  
(Invoice Processor) 

2.AWS Textract 

 Text Extraction Technology 

Generate Key-Value Pairs, 
process Alias matching, 
and Store CSV file

Generate Key-Value Pairs, 
process Alias matching, 
and Store CSV file

Output Data (CSV format)

Applying Matching 
Function for Analysis 
 
‘Highlight the  
Mismatched entries  
& Extraction Entity 
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Bucket 1 : 80 ~ 100 % 

Bucket 2 : 60 ~ 80 %

Bucket 3 :  < 60  %

Entity Extraction Score

Bucketize the Invoices  
based on ‘EES’

       Analytics Purpose  
Output Data (CSV format)



AWS Approach

● Built an automatic pipeline in AWS that can detect and run textract on batch 
invoices in real-time 

● Save text-extraction output in AWS S3 as csv files, including forms and tables. 
● Process the forms and tables into structured csv files.

Invoice TextractS3 Bucket

Form(Key-Value)

Table

triggers

Final Results



Invoice to Form

Invoice.pdf

form.csv



Invoice to Table

table.csv

Invoice.pdf



Input - Alias Table



Output - Structured CSV



Google DocAI Output



Google DocAI Field Names



Test Results

*Entity Extraction Score - Average percentage of entities extracted among the mandatory fields 

*OCR Accuracy - Accuracy of extraction of each field by AWS and Google DocAI 

*Table fields - Line Item Number, Description, Quantity Ordered/Shipped, Item Amount 

*Common fields - Invoice Number, Invoice Date, Purchase Order Number, Sub-Total, Taxes, Total Amount

Number of Invoices Provided 1000

Number of Invoices Tested 388

Total Processing Time 26’ 17’’

Entity Extraction Score* 91% for common fields, 69% for table fields

OCR Accuracy* 99% for common fields



Comparison and Integration
Google DocAI: 

● Structured output: Extracts tables as key-value pairs 
● Standard set of keys: No need to do Alias matching 
● Higher OCR accuracy: Have comparisons later

AWS: 

● Have a template for end-to-end service, can run batch processing easily 

● S3(Storage), SQS(Message Queue), SNS(Pub-Sub and Notification), Lambda Functions(Run Services), Cloud Formation(Monitor and Manage), 
Secrets Manager, ... 

Decision: Integrate Google DocAI Service into the AWS pipeline



Demo Video

http://drive.google.com/file/d/11hpYyGDuKsCi6ybJLGWwzpQkkqXimmZY/view


Input Data  
(PDF format Invoice)  

Project Pipeline - Revisited

Upload to S3 bucket 
& Develop solution in  
AWS SageMaker

1.Google DocumentAI  
(Invoice Processor) 

2.AWS Textract 

 Text Extraction Technology 

Generate Key-Value Pairs, 
process Alias matching, 
and Store CSV file

Generate Key-Value Pairs, 
process Alias matching, 
and Store CSV file

Output Data (CSV format)

Applying Matching 
Function for Analysis 
 
‘Highlight the  
Mismatched entries  
& Extraction Entity 
Score(EES)’ 

Bucket 1 : 80 ~ 100 % 

Bucket 2 : 60 ~ 80 %

Bucket 3 :  < 60  %

Entity Extraction Score

Bucketize the Invoices  
based on ‘EES’

       Analytics Purpose  
Output Data (CSV format)



Compare Output from Two Providers
● Analytics purpose program integrates two csv outputs from Google DocAI and AWS Textract  
● Highlights the Mismatched Entries & Entity Extraction Score (EES)* Bucket 
● User can extract the target population (Bucketized group) to further data extraction and exploration. 

 
*Entity Extraction Score - Average number of entities extracted among the mandatory fields



Lessons Learned

● Amazon Web Services (AWS) 
○ Provide an end-to-end workflow framework from file uploading to text extraction 

○ The raw output of AWS Textract can be very inaccurate, which requires heavy post-processing work 

● Google Cloud Provider (GCP) 
○ Provide a models and technology trained to work on invoices, which improve the extraction 

performance



Challenges Faced
● Developing a generic model that works for varying invoices 
● Extraction of multiple lines of records from the Table section of the invoice  

● Converting extracted data into Key-Value pairs format 
● Integrate services from multiple cloud providers into one pipeline system



Constant weekly 
interaction with 
Eaton Team, 
Faculty Advisor

2-Day Training 
Workshop by 
AWS Team

Interaction with Google 
Representatives regarding 
Google DocAI - Invoice 
Processor features

Presenting our solution to the 
GFSS Team at Eaton

Exploration of various 
OCR text extraction and 
detection technologies

Exploring various cloud 
services + Building overall 
pipeline

Planning tasks, Scheduling 
timeline, Coordinating with 
team

Key Experiences



Next Steps

● Identify other approaches to retrieve the missed out mandatory fields 

● Analyze the output of AWS text-extraction to identify the optional fields we need 

● Parsing invoices in languages other than English 

● Man in the loop approach, were we have manual interventions for invoices with low 

entity extraction score 

● Improvement in text detection and extraction technologies over time and by other 

providers



Thank You
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Overview 

Eaton receives many documents from suppliers, customers, and governments globally. In only            
last year, Eaton’s Global Financial Shared Services center (GFSS) received over 1.2 million             
supplier invoice pages from their 54000+ registered suppliers. Each invoice follows a unique             
supplier format. This information is received through multiple channels including postal mail,            
fax, email, etc. Later, each physical document is scanned into an electronic format for              
processing. Eaton has already leveraged Robotic Process Automation(RPA) for processing some           
of these documents that have helped save more than 16000 work hours. However, with so many                
different invoice formats and varying document quality, RPA has its limitations and much of the               
documents require human review. The manual review comes with the disadvantage of being a              
monotonous, repetitive, and time-consuming task.  
With this project given to CMU, Eaton aims to increase automation capabilities by leveraging AI               
through cognitive services provided by technology leaders like Google, Amazon, and Microsoft.            
The overall idea of the project is to extract certain mandatory and optional fields from each of                 
these invoices like Invoice Number, Invoice Date, Invoice Total Amount, Vendor Name,            
Purchase Order Number, each Item’s number, description, quantity and amount, etc. into a             
consistently formatted CSV file. Having a standard formatted file with the essential details from              
the varyingly formatted invoices would allow Eaton to use this as an input for any other RPA                 
process that benefits them. Considering the varying formats, the initial scope of the project was               
to only fetch the mandatory fields from these invoices. 
 
Eaton, receives around 50000 invoices per day from more than 5000+ different vendors each 
with different formats of invoice. The sheer scale and variety of invoices makes it a very difficult 
parsing task for traditional Robotic Process Automation tools, hence Eaton needs a more 
effective solution to extract meaningful data from these invoices.  
 
A better solution will have many benefits including the following: 

● Less time consuming 
● Less prone to error, since manual intervention can be limited 
● More efficient and cost effective. 

 
We explored various existing technologies to develop a customized tool for Eaton to use. during  

Current Scope 
Our current scope of work includes extracting the mandatory fields from invoice PDFS and been 
restricted to just English language based PDF’s.  
 
The mandatory fields are : 

● Invoice_id 
● Company_name 
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● File_number 
● Currency 
● Invoice_date 
● Net_amount 
● Purchase_order 
● Total_amount 
● total_tax_amount 

Approaches 

PDF or Portable Document File format is one of the most common file formats in use today. It is 
widely used across enterprises, in government offices, healthcare and other industries. As a 
result, there is a large body of unstructured data that exists in PDF format and to extract and 
analyse this data to generate meaningful insights is a common task among data scientists. In case 
of Eaton, successful parsing of PDF data will enable them to seamlessly integrate with their 
CRM tool. 

Python Libraries 

Google Tesseract  

 
Python-tesseract is an optical character recognition (OCR) tool for python. That is, it will 
recognize and “read” the text embedded in images. 
Python-tesseract is a wrapper for Google’s Tesseract-OCR Engine. It is also useful as a 
stand-alone invocation script to tesseract, as it can read all image types supported by the 
Pillow and Leptonica imaging libraries, including jpeg, png, gif, bmp, tiff, and others. 
Additionally, if used as a script, Python-tesseract will print the recognized text instead of 
writing it to a file. [https://pypi.org/project/pytesseract/] 

Xpdf 

The Xpdf open source project includes a PDF viewer (XpdfViewer only available on 
Linux and Windows) along with a collection of command line tools which perform 
various functions on PDF files like ​pdftotext, pdftopng or pdftohtml. ​The source code is 
written in C++.We can get Xpdf’s CLI on Python thanks to the free software utility 
library Poppler. Poppler is a fork of Xpdf-3.0. 
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Other openCV based libraries 

Firstly, we need to convert the pages of the PDF to images and then, use OCR (Optical 
Character Recognition) to read the content from the image and store it in a text file. 

pip3 install PIL 

pip3 install pytesseract 

pip3 install pdf2image 

sudo apt-get install tesseract-ocr 

Sample code can be found here 
https://www.geeksforgeeks.org/python-reading-contents-of-pdf-using-ocr-optical-charact
er-recognition/ 

AWS Textextract 
Amazon Textract is a fully managed machine learning service that automatically extracts printed 
text, handwriting, and other data from scanned documents that goes beyond simple optical 
character recognition (OCR) to identify, understand, and extract data from forms and tables. 
Many companies today extract data from scanned documents, such as PDF's, tables and forms, 
through manual data entry (that is slow, expensive and prone to errors), or through simple OCR 
software that requires manual configuration which needs to be updated each time the form 
changes to be usable. 
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Pricing 
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Sample Code 
 

 
 
 

6 



 

 

Google Doc AI (Invoice Parser) 
 

Document AI allows you to take invoices in a variety of formats and return structured data to 
reduce manual document processing.The invoice parser extracts both header and line item fields, 
such as invoice number, supplier name, invoice amount, tax amount, invoice date, due date, and 
line item amounts. 

Fields extracted 

The following is a list of the exemplar annotations returned in a ​Document​ response object's 
entities​ field. 

This example list may be expanded in current or future API versions: 
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Field Annotations 

entities ● carrier 
● currency 
● customer_tax_id 
● delivery_date 
● due_date 
● invoice_date 
● invoice_id 
● net_amount 
● payment_terms 
● purchase_order 
● receiver_address 
● receiver_name 
● remit_to_address 
● remit_to_name 
● ship_to_address 
● ship_to_name 
● supplier_address 
● supplier_name 
● supplier_tax_id 

https://cloud.google.com/document-ai/docs/reference/rest/v1beta3/Document
https://cloud.google.com/document-ai/docs/reference/rest/v1beta3/Document#Entity
https://cloud.google.com/document-ai/docs/reference/rest/v1beta3/Document#entity
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● total_amount 
● total_tax_amount 

nested entities ● line_item/amount 
● line_item/unit_price 
● line_item/quantity 
● line_item/unit 
● line_item/description 
● line_item/product_code 

nested ​entities.normalized_value ● moneyValue​ (​ISO 4217​ text format) 
● dateValue​ (​ISO 8601​ text format) 
● datetimeValue​ (​ISO 8601​ text format) 
● addressValue 

https://cloud.google.com/document-ai/docs/reference/rest/v1beta3/Document#normalizedvalue
https://cloud.google.com/document-ai/docs/reference/rest/v1beta3/Document#money
https://www.iso.org/iso-4217-currency-codes.html
https://cloud.google.com/document-ai/docs/reference/rest/v1beta3/Document#Date
https://www.iso.org/iso-8601-date-and-time-format.html
https://cloud.google.com/document-ai/docs/reference/rest/v1beta3/Document#DateTime
https://www.iso.org/iso-8601-date-and-time-format.html
https://cloud.google.com/document-ai/docs/reference/rest/v1beta3/Document#PostalAddress


 

  Pricing 

 
 
 
Sample Code 
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import​ re 
import​ csv  
  

from​ google.cloud ​import​ documentai_v1beta3 ​as​ documentai 
  

from​ os ​import​ walk 
import​ glob 
  

project_id= ​''​; 
location = ​'us'​; 
processor_id = ​''​; 
file_path = ​'19934117-GENERAL METALS INC.PDF'​; 
dir_path = ​'invoices/*.pdf' 
  

def​ ​write_to_excel​(rows): 
     ​# field names  
       fields = [​'Name'​, ​'Value'​]  
       ​# name of csv file  
       filename = ​"GM_google.csv" 
  

       ​# writing to csv file  
       ​with​ open(filename, ​'w'​) ​as​ csvfile:  
           ​# creating a csv writer object  
           csvwriter = csv.writer(csvfile)  
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           ​# writing the fields  
           csvwriter.writerow(fields)  

  

           ​# writing the data rows  
           csvwriter.writerows(rows) 

  

  

def​ ​process_document_sample​( 
   project_id: str, location: str, processor_id: str, file_path: str 

): 
   ​# Instantiates a client 
   client = documentai.DocumentProcessorServiceClient() 

  

   ​# The full resource name of the processor, e.g.: 
   ​# projects/project-id/locations/location/processor/processor-id 
   ​# You must create new processors in the Cloud Console first 
   name = ​f"projects/<project-id>/locations/us/processors/<processor-id>" 
  

   ​with​ open(file_path, ​"rb"​) ​as​ image: 
       image_content = image.read() 

  

   ​# Read the file into memory 
   document = {​"content"​: image_content, ​"mime_type"​: ​"application/pdf"​} 
  

   ​# Configure the process request 
   request = {​"name"​: name, ​"document"​: document} 
  

   ​# Recognizes text entities in the PDF document 
   result = client.process_document(request=request) 

  

   document = result.document 

  
   print(​"Document processing complete."​) 
  

   document_entities = document.entities 

  

   ​# Read the text recognition output from the processor 
   rows=[] 

   ​for​ entity ​in​ document_entities: 
       rows.append([entity.type_,entity.mention_text]) 

   write_to_excel(rows) 

  

  

# Extract shards from the text field 

def​ ​get_text​(doc_element: dict, document: dict): 
   ​""" 
   Document AI identifies form fields by their offsets 



 

 

Matching Function 
 

Matching Function is the analytics purpose program which allows you to integrate two csv 
outputs from Google Docai and AWS Textract by applying customized code in your local 
system. It highlights the ‘Mismatched’ entries also at the same time, put another function layer in 
this step to simply classifying each vendor’s invoice into different bucket based on the ‘Entity 
Extraction Score (EES)’ : Scale between 0 to 1, it indicates how many mandatory fields are 
extracted out of 7 mandatory fields by each cloud service. The EES will be applied to do the 
bucketization, you can extract the vendor population belonging to the Bucket groups which has 
extraction score lower than certain threshold like 60% to further data extraction and exploration.  

 

Sample Code 
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   in document text. This function converts offsets 

   to text snippets. 

   """ 

   response = ​"" 
   ​# If a text segment spans several lines, it will 
   ​# be stored in different text segments. 
   ​for​ segment ​in​ doc_element.text_anchor.text_segments: 
       start_index = ( 

           int(segment.start_index) 

           ​if​ segment.start_index ​in​ doc_element.text_anchor.text_segments 
           ​else​ ​0 
       ) 

       end_index = int(segment.end_index) 

       response += document.text[start_index:end_index] 

   ​return​ response 
  

  

process_document_sample(processor_id,location, processor_id, file_path) 
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Sample Example Invoice 
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Pipeline 

 

Description 
We use Intelligent automation through Amazon Web Services and Google Document Invoice 
Processor to parse these invoices.  
 
Step 1​:​ We use a script to  load invoice files to AWS S3 bucket. The S3 bucket is a repository 
for storing these files.  
 
Step 2: ​The pipeline triggers two processes in parallel. One the AWS Textract and Google Doc 
AI’s Invoice parser. 
 
Step 3:​  Both these services provide their output file for each input file in a separate folder.  The 
Folder structure can be seen below. 
 
root folder: ​have input/ and output/ 
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output/  

 
 
output/2020-12-09/ 

 
 
 
 output/2020-12-09/aws/ 

 
 
 
 
 output/2020-12-09/google 
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Sample forms.csv 

 
 
 
 
Sample tables.csv 
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Step 4: ​Each field extracted has a confidence level associated with it. Our matching function 
does an analysis of this data, to suggest which output to use. In our case it was Google Doc AI 
(Invoice Processor). Entity Extraction Score (EES) : Scale between 0 to 1, it indicates how many 
mandatory fields are extracted out of 7 mandatory fields by each cloud service. 
 
Sample matched.csv 

 
 
 
 
Step 5: ​Our Dataset was 1000 files, we ran a test on 400 files and found a 99% accuracy in terms 
of extraction of fields by Google Doc AI (Invoice processor).  

 

 

 

 

Learnings 

Extracting data from unstructured pdf is not an easy task. Coming up with a single solution that 
solves all problems is tough, and would not lead to great levels of accuracy. Google’s Invoice 
processor is a great service that is customized for invoices and involves Named-entity-relation 
that generates Key-value pairs which can be consumed by the CRM tool. 
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[ Reference: ​https://cazton.com/blogs/executive/form-recognition-azure-aws-gcp​] 
 

● This was done using google doc ai not the latest invoice processor that we are using.  

Future Scope 

Some of the following areas can be improved/added to further improve Invoice parsing: 
● Various other language support, Google Doc AI works well on various languages, so the 

current implementation can be further extended 
● Man in the middle approach, for invoices that fail to meet our expectations (in terms of 

fields extracted or accuracy) we can flag those to be manually handled. 
● Continuous learning, Google Doc Invoice Parser phase 2 will have a feedback loop that 

takes failed Invoices to learn. This ensures that the system improves continuously. 
● Integrating other approaches, adding other approaches to have assembled technologies, to 

improve the accuracy.  

Conclusion 

Overall, by leveraging cognitive services from these various cloud providers, we extend beyond             
the capabilities of Robotic Process Automation(RPA) and orient the solution towards the use of              
Intelligent Automation. The solution can process such varying formatted files and yet through             
alias matching, the model can retrieve the required fields and their corresponding values.  
This solution benefits the client, Eaton, in terms of reducing the manual indexing work that               
would be monotonous and time-consuming. It would be a highly repetitive task given the large               
volume of invoices that Eaton receives. With the solution coming in place, Eaton can reduce the                
number of employees working on this process and use them for more creative and complex tasks.                

20 

https://cazton.com/blogs/executive/form-recognition-azure-aws-gcp


 

Like every other automation, there will be some sort of manual intervention required to validate               
the output of these cognitive services. The manual workforce would also be required to check the                
exceptions and mismatched fields. While the aim is to reduce manual work as much as possible,                
the model can be improved with newer features being developed by these various providers, to               
attain results that require no human involvement at any stage. Moving towards automation would              
also help Eaton with faster processing of these invoices and reduce the error rate that would                
otherwise be more probable by manual indexing. 
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